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1. Introduction
Cognitive control, the ability to flexibly and selectively process information in the service
of high-level goals, is an important cognitive process essential to daily function (Cohen, 2017;
Engle & Kane, 2004). For example, a driver approaching a traffic light at a 4-way intersection
must decide the appropriate action (e.g., whether to go, stop, turn, or wait) depending on the
context (e.g., the color of the traffic light, the presence of other cars) to reach their final destination.
Likewise, the decision is critically dependent on the driver’s goal regarding their final destination.
In some cases, the driver might reach a familiar intersection but go in a novel direction, such as
turning to head to a store, rather than going straight as they would normally do to return home. As
this example illustrates, individuals must regularly decide, in a coherent and continuous manner,
when and how much of their cognitive resources to allocate to select behaviorally relevant actions.
An important assumption is that such actions are taken in order to optimize performance and
achieve behavioral goals. Yet, an important issue brought up by this everyday life situation is that
even healthy young adults sometimes fail to act according to their behavioral goals (e.g., going
straight according to the driver’s normal route rather than turning at the intersection, even if the
driver originally had the goal to go to the store). The presence of such cognitive control failures
(sometimes also termed “action errors”), as well as the successful engagement of cognitive control,
are part of the key phenomena that must be understood to have a complete characterization of
control mechanisms are implemented in human brains.
Researchers have spent decades investigating the mechanisms underpinning cognitive
control (Braver & Cohen, 2001; Egner, 2017; Norman & Shallice, 1986), based on the general
consensus that elucidating the architecture of control will be crucial for understanding human
intelligence (Chen et al., 2019; Cole et al., 2012; Minai, 2015), higher cognitive functioning (Ranti
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et al., 2015), and decision-making (Dixon & Christoff, 2012; Kool et al., 2017). Moreover, since
impairments in cognitive control are thought to be a core feature of many neuropsychiatric
disorders and clinical conditions (Barch et al., 2018; Barch & Ceaser, 2012; Yee & Braver, 2020),
understanding its mechanistic basis is of strong translational value (Friedman & Robbins, 2021).
Despite the burgeoning research in this domain over the past few decades (Botvinick & Cohen,
2014; Gratton et al., 2018), much remains to be understood regarding the computational and neural
mechanisms of cognitive control.
This chapter highlights several influential computational models that have made significant
inroads towards elucidating core mechanisms of cognitive control. The objective of this chapter is
to succinctly review the significant progress the field has made towards understanding cognitive
control, and additionally emphasize future strategic directions necessary to further develop greater
mechanistic understanding of this psychological construct. The models described in the present
chapter are divided into two key dimensions of cognitive control: 1) models the comprise the
representation, updating, and learning of task-sets, and 2) models that comprise the evaluation and
allocation of cognitive control based on assessments of demand.
The first section focuses on neural network models that characterize how attention directs
internal representations of task information to guide the appropriate goal-directed thoughts or
actions in a given context (e.g., a task-set), to appropriately update the relevant task-set when the
context changes, and further to account for how such task-sets might be learned in the first place.
These models formally operationalize an important fundamental tradeoff between controlled
versus automatic processing (Norman & Shallice, 1986; Posner & Snyder, 1975; Shiffrin &
Schneider, 1977). In other words, individuals must regularly decide between whether to recruit
and direct cognitive resources to deliberately perform a demanding task or to engage habitual and
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less effortful processes and actions that require fewer attentional resources, but which also are less
flexible (Cohen et al., 1990; Schneider & Chein, 2003). This tradeoff has been most prominent in
task situations in which these habitual or automatic processes conflict with goal-relevant
processing and in situations requiring a switch from one task to another (vs. repeating the same
task). In the latter situation, the notion of a task-set is often invoked to characterize the mechanisms
needed to bias attention in a goal-directed manner. Here, we focus of neural network models that
have also linked the activation, updating and learning of task-sets to the functioning of the
prefrontal cortex (PFC).
The second section focuses on models that generate predictions about the evaluation and
allocation of cognitive control demand to subserve behavioral goals. A common feature of these
models is that they particularly emphasize the computational role of the dorsal anterior cingulate
cortex (dACC) as a key neural substrate involved in these functions. The section first highlights
the conflict monitoring hypothesis of cognitive control, a classical computational model
characterizing the role of the dACC in detecting conflicts in information processing, in order to
signal when top-down control is required (Botvinick et al., 2001). Next, more recent computational
frameworks are featured that incorporate motivational value (e.g., expected utility, the cost of
control). The present chapter focuses on two recent prominent accounts: 1) a model that suggests
that cognitive control recruitment in dACC is driven by a prediction error signal triggered by
mismatches between actions and outcomes (Alexander & Brown, 2014; Vassena et al., 2019) and
2) another model that suggests dACC performs a cost-benefit analysis between expected payoff
and cognitive effort to determine the optimal allocation of cognitive control (Shenhav et al., 2016,
2017). The concluding section of the chapter points to several open questions and future directions
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highlighting new frontiers in this field, for which advances are needed to develop a more precise
understanding into the computational mechanisms of cognitive control.
An important acknowledgement is that this chapter is not intended to comprehensively
cover all of the excellent computational cognitive modeling work on cognitive control (for
additional reviews, see (Alexander & Brown, 2010; Botvinick & Cohen, 2014; O’Reilly et al.,
2010; Vassena, Holroyd, et al., 2017; Verguts, 2017; Yee & Braver, 2020). Instead, the goal is to
provide a road map to the relevant literature, highlighting several classic and contemporary models
that best tackle challenging computational problems reflecting core mechanistic principles integral
to cognitive control function (i.e., recruitment, allocation, and deployment of cognitive control in
the service of goal-directed tasks) and illustrate some of the current directions within which the
field is headed. While the models covered in the present chapter are admittedly biased towards
systems or network-level models, other computational models ranging from those involving
production system architectures (Anderson, 1996), to those focusing on working memory, with
associated updating and gating mechanisms (Braver et al., 1999; Chatham et al., 2011; Kriete et
al., 2013; O’Reilly & Frank, 2006), to neural circuit and neural network models from the
computational neuroscience tradition (Gu et al., 2015; X.-J. Wang, 2013) are also pertinent to this
domain. Nevertheless, as the present chapter highlights prominent models that emphasize several
core principles of the neural information processing and computation central to cognitive control,
it should still provide a useful introduction and overview of the key foundational issues and
unanswered questions within this domain.

2. Attention and cognitive control: How does attention modulate the representation and
learning of task-sets?
5

2.1. A Neural Network Model of the Stroop Task: Controlled and Automatic Processes in Task
Sets
A core tenet of cognitive control is the distinction between controlled and automatic
processing; these two processes have been historically juxtaposed (Norman & Shallice, 1986;
Schneider & Chein, 2003; Shiffrin & Schneider, 1977). Automaticity refers to the capacity of a
cognitive system to streamline well-practiced behavior so that task-relevant actions can be
executed with minimal effort (Blais et al., 2012; Logan, 1989). As a complement to automatic
behavior, cognitive control refers to the effortful biasing or filtering of sensorimotor information
in the service of task-relevant or goal-directed behaviors (Miller, 2000). It is generally
hypothesized that top-down attention arises out of the neuronal activity shift guided by cognitive
control, and it is typically assumed to be the product of biasing representations (such as intentions,
rules, goals, and task demands) housed within the PFC, that compete with perceptually-based
representations in the posterior cortex (Ardid et al., 2007; Brass et al., 2005; Deco & Rolls, 2003;
Desimone & Duncan, 1995; Miller & Cohen, 2001). Thus, cognitive control is the mechanism that
guides the entire cognitive system and orchestrates thinking and acting, and top-down attention is
interpreted as its main emergent consequence.
Computational models are best positioned to describe how top-down attentional control is
engaged during the processing and pursuit of task-relevant goals (e.g., a task-set), as these models
can produce possible mechanistic explanations for the consequences of such engagement. A
foundational model from the neural network tradition (also referred to “parallel-distributedprocessing” or “connectionist” models (O’Reilly et al., 2016; Rumelhart, Hinton, et al., 1986), see
chapter by Michael Thomas and Jay McClelland in this handbook) illustrates the mechanisms by
which attentional control is recruited during performance of the classic Stroop interference task
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(Cohen et al., 1998). Importantly, the Stroop task represents a paradigmatic example of the
relationship and contrast between automaticity and cognitive control (MacLeod, 1991; Stroop,
1935). The basic paradigm (although there have been many different variants since) involves the
processing of colored word stimuli and selectively attending to either the word-name or ink-color.
Attention is thought to be more critical for color-naming than word-reading because the latter skill
is so highly over-learned and practiced for most literate adults. The role of attention is especially
critical for color-naming in incongruent trials, in which there is a direct conflict between the inkcolor and the color indicated by the word name (e.g., the word GREEN in red ink). In such a case,
cognitive control over attention must enable preferential processing of the weaker task-set (e.g.,
color-naming) over a competing and stronger but goal-irrelevant task-set (e.g., word-reading).
Examples of stimuli in these competing task sets are illustrated in Figure 1a.
The original model put forth by Cohen et al. (1990) provided a highly influential
framework for understanding the mechanisms of cognitive control and attention in the Stroop task.
In particular, the model illustrated very simple principles of biased competition, in that the
attentional mechanism was simply another source of input that served to strengthen the activation
of hidden layer units, leading to a shift in the outcome of competition within a response layer (see
Figure 1b). According to this model, information is presented as a pattern of activation over units
in the lowest level, which then propagates upward to activation at higher levels, where a behavioral
response is generated. Notably, although the original model was a simple feed-forward network,
later models have used a fully bidirectional architecture that includes more natural lateral
inhibitory mechanisms (Cohen et al., 1998; Cohen & Huston, 1994). Specifically, the model uses
a standard connectionist activation framework (See Figure 1b) in which the activation aj of each
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unit j at time t is a logistic function of the net input (which introduces nonlinearity into processing,
a critical transformation than helps constrain the activation of the units between 0 and 1):

𝑎! = 𝑙𝑜𝑔𝑖𝑠𝑡𝑖𝑐 +𝑐! (𝑡). =

1
1 − 𝑒 "#! (%)

The net input cj(t) from every unit i into unit j is first computed as the sum of the input activation
multiplied by the weight wij from each unit i to unit j:

𝑐! (𝑡) = 2 𝑎' (𝑡) ∗ 𝑤'!
'

This raw net input cj(t) is then transformed into a “cascade” form (McClelland, 1979) to simulate
continuous time dynamics, where the activation of a unit aj(t) is a running average of net input
over time and τ is a constant that determines how slowly or quickly the unit’s activation will change
over time (i.e., speed of processing). As already noted in the first equation, this time-averaged net
input to a unit aj(t)is passed through a logistic function before the activation value is calculated.

𝑎! (𝑡) = 𝑐̅! (𝑡) = 𝜏 ∗ 𝑐! (𝑡) + (1 − 𝜏) ∗ 𝑐̅! (𝑡 − 1)

A central feature of this model is that attentional demand is an emergent property in the
network model that arises because of the asymmetry of weights in the word-reading vs. colornaming task pathways that represent distinct task-sets (See Figure 1c). This asymmetry arises
during a training phase with the backpropagation learning algorithm, in which the network receives
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greater practice in word-reading than color-naming (to reflect the asymmetry of such learning in
human experience). Crucially, weight strength in these pathways is proportional to the training
experience. The key attentional mechanism arises from top-down biasing effects from the PFC
(Cohen et al., 1996) that have a sensitizing effect on the hidden layer activation, such that input to
the color-naming pathway is more sensitive to stimulus input and can effectively compete with
activation arising from the word-reading pathway. The magnitude of the attentional effects
depends on the size of the weights from the task demand units to the hidden layer, which is
computed as a cascading net input defined in the previous equation.
An important core principle behind this model is that the attentional system does not
directly enable task-processing but rather only modulates the efficacy of performance (Norman &
Shallice, 1986). In other words, each word-reading and color-naming pathway can operate
independently and produce task-appropriate responses in the absence of attentional signals.
However, when both word-reading and color-naming pathways are simultaneously engaged, the
competition between the two dimensions, which occurs at the level of overlapping response
representations, is what produces the demand for the intervention of attentional control (Feng et
al., 2014). This demand for attention is most acute when performing color-naming under
competitive conditions because of the weaker strength of the color pathway. Thus, in the absence
of attentional modulation, the word-reading pathway will dominate processing competition at the
response layer. However, in the presence of attentional modulation, the color-naming pathway can
successfully compete and provide stronger input into the response layer from the color-naming
hidden layer. Succinctly put, top-down attentional control can bias the color pathway to be more
sensitive to color stimuli, shifting the outcome of the competition such that the color dimension
successfully drives the response. Crucially, this top-down biasing does not contain any special
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property – these higher-level units are conceptually identical to the other units in the network, thus
characterizing attention as a general emergent property that arises from competing task demand
representations within the neural network.
Tasks such as the Stroop reveal a relevant important theoretical question regarding the role
of attentional biasing effects in cognitive control. In particular, it is evident that attention does not
only operate at the level of perceptual features (e.g., red vs. green colors) or task-relevant
dimensions (color-naming vs. word-reading), but can also influence the activation of an entire
pathway involved in a task-set over a competing pathway for a different task-set (e.g., correctly
perceiving the stimulus and discerning the required behavioral response in the Stroop task). One
of the most significant contributions from the Stroop model is that it formalizes the notion of a
task-set representation, which has been central to subsequent theories of prefrontal cortex (PFC)
function (Domenech & Koechlin, 2015; Friedman & Robbins, 2021; Miller & Cohen, 2001; Sakai,
2008). Although much empirical evidence over the past few decades supports the functional role
of the dorsolateral prefrontal cortex (dlPFC) in task-set representation (Bengtsson et al., 2008;
Cole et al., 2016; Reverberi et al., 2012; Rougier et al., 2005), there remains much ongoing debate
regarding when and how the evaluation of cognitive control interacts with the cognitive and neural
processes underlying task-set representation (See Section 2 for greater detail), or understanding of
situations that elicit overexertion of cognitive control (Bustamante et al., 2021). Nevertheless, a
popular approach that researchers have adopted to investigate this question has been to utilize
multi-tasking paradigms, which critically involves switching between different tasks. This
switching component between task-sets, which is highlighted in the next model, is an important
novel extension of the original Stroop model that enables precise characterization of how attention
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modulates not only the information processing of individual goal-directed tasks, but also when and
how task representations are successfully updated when the relevant context changes.

Figure 1 a) Example Trial of Stroop Task. A congruent trial consists of a color word with the same
ink color (e.g., RED in red ink), whereas an incongruent trial consists of a color word with a
different ink color (e.g., GREEN in red ink) b) Example node in a neural network model. c)
Cohen's model (1990) of the Stroop Test. This model provides a minimal account of top-down
attentional biasing effects emerging from PFC-based task-set representations. d) Gilbert and
Shallice's (2002) model of task-switching. This model is built upon and extends earlier
connectionist models of the Stroop task.
2.2. A Neural Network Model of Task-Set Switching
Another core computational issue of cognitive control relates to multitasking situations,
which require updating, or switching among task-sets in order to achieve multiple competing
behavioral goals. Understanding how individuals rapidly alternate between multiple tasks in
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succession (e.g., unpredictable task changes that require changes in attentional demand or
behavioral responses) is significant, as this process appears to approximate well the real-world
demands of everyday cognition (e.g., rapidly switching from navigating through webpages to
responding to email). A notable feature of such multitasking in cognitive control tasks is that they
pose heavy attentional demands and are associated with reliable and robust switching costs (e.g.,
in a trial where the task just switched, compared to just repeated, performance is slower and
produces more errors). In other words, the intrinsic cost of switching from one task set (the
cognitive operations to perform a task) to another task set can be quantified in both reaction time
and error rate (Monsell, 2003; Rogers & Monsell, 1995; Wylie & Allport, 2000).
An influential theoretical account by Gilbert and Shallice utilizes the PDP framework
inspired by earlier models of the Stroop task (Cohen et al., 1990; Cohen & Huston, 1994) to
formalize attentional control in task-switching (Gilbert & Shallice, 2002). This network model
contains two separate input and output layers for words and colors, as well as a task demand layer
with separate units for the color-naming and word-reading tasks (See Figure 1d). These taskdemand units receive both top-down attentional effects and bottom-up connections from the input
layers and response layer, the latter which facilitate associative learning and item-specific priming
based on past experiences. Importantly, task switching is implemented by shifting activation levels
of the relevant task demand unit (e.g., when the color-naming task demand unit is activated, the
unit simultaneously sends excitatory activation to output units in the color-naming pathway as well
as inhibitory activation to output units the word-naming pathway). Lateral inhibition between taskpathways enables top-down excitatory input to bias the outcome of representation competition,
and task-demand units receive top-down control input which specifies which task to execute in
that particular trial. However, a key feature of the model is that the state of the task demand units
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persists after the end of a trial and into the beginning of the subsequent trial. Critically, this
mechanism that provides the basis of task-set competition and switch costs in performance. To be
more specific, when control input is provided to the task demand unit to be performed on that trial,
if the task has switched from the previous trial, then an extended period of competition arises as
the old task demand unit must be inhibited before the current task demand unit can reach full
strength.
In terms of the updating algorithm, a similar approach to the original Stroop model is
implemented. In particular, the activation level (net input) of each unit in the model is computed
by the weighted sum of all incoming top-down and bottom-up connection inputs. On each cycle,
each unit’s change in activation level aj(t+1) is updated according to the difference between
current activation aj(t) and a maximum or minimum value allowed, a constant τ, and net input cj(t),
as laid out in the following equations:
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𝑖𝑓 𝑛𝑒𝑡 𝑖𝑛𝑝𝑢𝑡 𝑐! (𝑡) 𝑖𝑠 𝑝𝑜𝑠𝑖𝑡𝑖𝑣𝑒: 𝑎! (𝑡 + 1) = 𝜏 ∗ 𝑐! (𝑡) ∗ (𝑚𝑎𝑥 − 𝑎! (𝑡))
𝑖𝑓 𝑛𝑒𝑡 𝑖𝑛𝑝𝑢𝑡 𝑐! (𝑡)𝑖𝑠 𝑛𝑒𝑔𝑎𝑡𝑖𝑣𝑒: 𝑎! (𝑡 + 1) = 𝜏 ∗ 𝑐! (𝑡) ∗ (𝑎! (𝑡) − 𝑚𝑖𝑛)

According to this formulation, 𝜏 represents the step size (establishing the speed of the
activation update in each cycle or processing speed), cj(t)is the net input of each unit, max is the
maximum activation value allowed, and min is the minimum activation value. Additionally, on
each cycle, after a random Gaussian noise is also added to the activation values of each unit,
activation levels of each unit outside the maximum and minimum are reset to the relevant extreme.
A second important attentional mechanism in this model is the bottom-up activation of
task-set representations from task stimuli features. The model implements a Hebbian (i.e., activity-
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dependent) learning mechanism, which is represented by the wij, which represents weights between
the stimuli input i and task demand unit j, multiplied by the learning rate lrate:
𝑤'! = 𝑙𝑟𝑎𝑡𝑒 ∗ 𝑎! ∗ 𝑎'
Notably, this equation reveals that the weights are calculated at the end of each trial and
only affect the model’s behavior in the subsequent trial (the previous weight of the connection
between the two units are not considered, in contrast to standard Hebbian rule where weights are
accumulated across trials). This feature is important, as the modified Hebbian mechanism enables
the model to learn associations between active task-set representations and the stimulus features
present on a task trial. Thus, if such features are presented again on the subsequent trial, they can
“prime” previously associated task-set representations. Moreover, although this mechanism
implies that activation of relevant task-set representations occurs similarly on every trial, the
switch cost is an emergent property of both from the increased competition between the new taskset representation and residual activation from the previously engaged task-set representation (and
such competition would not be present on a task-repeat trial), as well as from thepotential
associations between features of the previously performed item being associated with a currently
inactive task, on a task-switch trial (e.g., previous trial N-1: word-reading with BLUE in green
front, current trial N: color-naming with BLUE in red font). Although these findings of associative
priming effects have been well-established in the literature, subsequent work has also found that
such effects can be quite long-lasting and item-specific (Waszak et al., 2003), suggesting the
presence of distinct associative or episodic retrieval mechanisms that may not be captured in this
model of task-switching.
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The Gilbert and Shallice (2002) model provided a useful starting point for understanding
some of the core issues underlying computational mechanisms of task-switching. Relevant to
cognitive control, this model was able to account for a wide range of phenomena observed within
a task-switching version of the Stroop task – including the temporal dynamics of switch costs
effects as well as associative priming effects. A crucial similarity to Cohen et al.’s (1990) model
was that this bi-directional and interactive model utilized biased competition to account for taskrelated attention, thus revealing attention as a fully emergent process that arises from activation
both from task-demand inputs and effects emanating from the input level. However, this model
left many open questions relating to understanding the coding schemes for such task-demand
representations, understanding how task-sets are updated, or how preparation may bias task
representations and performance (Sohn & Anderson, 2001). Some later models attempted to build
on the basic computational framework developed by the Gilbert & Shallice to clarify temporal and
higher-order mechanisms of task switching, including sequential effects related to congruency and
the so-called backward inhibition effect (Altmann & Gray, 2008; Brown et al., 2007; Reynolds et
al., 2006), as well as a Hebbian-learning based instantiation of how cognitive control may be
recruited to facilitate behavioral adaptation in task-switching (Verguts & Notebaert, 2008, 2009).
Another class of models has attempted to expand the scope of attentional control by
addressing the relationship between attention and working memory. Cohen, Braver, and colleagues
developed a model that integrated top-down biasing with the well-established active maintenance
functions of PFC, and also attempted to more thoroughly capture both the facilitation and
inhibition effects of attention (Braver & Cohen, 2001; O’Reilly et al., 1999). According to this
model, the PFC adapts the behavior of the entire cognitive system to the task demands via the
active maintenance of goal-related context representations (Braver, 2012). Thus, top-down
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attentional effects could emerge following a delay interposed after the presentation of a contextual
cue. Moreover, these models hypothesize that dopamine provides a key modulatory input to
stabilize active maintenance processes (via tonic activation in PFC) to enable appropriate updating
of PFC representations (Braver et al., 2001; Braver & Cohen, 2000; Cohen et al., 2002). A recent
modeling effort examined both switch-specific mechanisms related to updating, as well as those
related to the biasing effects of PFC, to account for individual differences and the relationship
between these and performance in both task-switching and Stroop-like tasks (Herd et al., 2014).
Many of these proposed neurocomputational frameworks also make predictions regarding the
pivotal role of dopamine in modulating working memory and cognitive control (Cohen et al., 2002;
Durstewitz & Seamans, 2002; Hazy et al., 2007; O’Reilly, 2006), which has been supported by
neural evidence (D’Ardenne et al., 2012; Ott & Nieder, 2019). Nevertheless, the precise
computational mechanisms by which dopamine modulates cognitive control function still remain
elusive (Cools, 2016; Westbrook & Braver, 2016).

2.3. Structure Learning: How are Task-Sets Learned and Clustered?
A relevant computational question concerning task-sets relates to understanding the
mechanism by which novel task-sets are learned or generalized in the first place. This question is
important, and seems to involve a complex interaction between cognitive control and
reinforcement learning (Botvinick et al., 2009; Dayan, 2012). Indeed, in daily life, humans are
frequently faced with the challenge of learning a new set of actions that are needed to complete a
specific task, although the neural computations that underlie how cognitive control is deployed
when learning new task-sets or generalizing existing ones are less understood (Botvinick et al.,
2009; Dayan, 2012).
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In particular, a unique challenge of learning task-sets is discerning when task-set rules
learned in one context can be applied to a novel context (i.e., whether they generalize) or instead
require a new task-set rule to be constructed. For example, when searching for the restroom at a
shopping mall, one may learn a rule to look for signs that contain the text “Bathroom” with arrows
pointing to a particular location. However, although this task-set rule may be pertinent when
navigating malls in the United States, the same strategy may not be effective when searching for a
restroom in other countries (e.g., United Kingdom), since the signs may read “W.C.” instead of
“Bathroom.” Broadly, creating a set of behavioral tools that are not tied to the context in which
they were learned is essential, as this strategy enables flexible and efficient learning of task-set
rules that can be generalized to novel contexts. The main motivating computational question is the
following: in a new context requiring representation of tasks and task-set rules, is it more effective
and efficient to generalize from an existing task-set representation (presumably stably encoded in
long-term memory), or to instead build a new representation that is more optimized for the current
context?
A recent computational model developed to approximate how individuals create, build, and
cluster task-set structures is the context-task-set (C-TS) model (Collins & Frank, 2013).
Specifically, the model is designed to accomplish three goals: 1) create representations of task-sets
and their parameters dissociated from the context from which they were previously associated, 2)
infer at each trial or time point whether a task-set should be clustered with similar abstract tasksets to guide action selection, and 3) discover hidden task-set structures not already contained in
the repertoire. A key element of the model is to characterize the mechanisms by which context here defined as a higher-order factor associated with a lower-level stimulus – drives the learning
of task-sets. When the model is exposed to a novel context, the likelihood of selecting an existing
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task-set is based on the popularity of that task-set, i.e., its relevance across multiple other contexts
(See Figure 2a for a conceptual visualization). Conversely, the probability of creating a new taskset is set to be inversely proportional to a parameter indicating conservativeness, i.e., the prior
probability that the stimulus-action relationship would be governed by an existing rule rather than
a new one. Further, if a new task-set is created, the model must learn the predicted reward outcomes
following action selection in response to the current stimulus, as well as determine if the task-set
is valid for the given context. If a selected action leads to a rewarding outcome, the model then
updates the parameters to strengthen the association between the current context and a specific
task-set. Thus, the C-TS model provides a computational account of task-set learning and
clustering that not only feasibly links multiple contexts to the same task-set, but also discerns when
to build a new task-set to accommodate a novel context. This process has been since dubbed
‘structure learning.’
The structure learning process has been simulated in a biologically plausible neural
network model, which hypothesizes that task-sets are learned and/or generalized via gating
mechanisms of motor and cognitive actions, and reinforcement learning signals that sculpt
corticostriatal circuits (See chapter by Hazy, Frank, and O’Reilly for implementational details of
models, such as C-TS, learn to utilize working memory gating mechanisms). Specifically, the
model contains two nested corticostriatal loops, which formalize how higher and lower-level taskset structures and stimulus-action relationships are learned analogously within a distributed brain
network involving interactions between prefrontal cortex (PFC) and basal ganglia (See Figure 2b).
These two corticostriatal circuits are arranged hierarchically with independent gating mechanisms,
capitalizing on the rostro-caudal organization of hierarchical cognitive control in the prefrontal
cortex (Frank & Badre, 2012). The higher-order loop involves anterior regions of PFC and
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striatum, which learn to gate an abstract task-set and cluster contexts associated with the same
task-set. The lower-order loop between posterior PFC and striatum also projects to the subthalamic
nucleus, which provides the capability of gating motor responses based on the selected task-set
and perceptual stimulus. Thus, the execution of viable motor responses is constrained by task-set
selection. Moreover, conflict that occurs at the level of task-set selection delays the motor
response, thus preventing premature action selection until a valid task-set is verified. Such a
mechanism is useful for explaining increased reaction times for switch trials in the case of taskswitching, as coactivation of the PFC during switch trials leads to greater STN activation, which
then prevents action in the motor loop until the conflict is resolved.

Figure 2: Context Task-Set (C-TS) model by Collins and Frank (2013). This model was developed
to approximate how humans create, build, and cluster task-set structures. A key aspect of the CTS model is that states are determined hierarchically, such that an input dimension that acts as
higher-order context (C) will indicate a task-set (TS) and other dimensions to act upon lower-level
stimuli (S) to determine the appropriate motor actions (A) to perform. a) A dissociation between
learning and test phase is illustrated, with the color context determining a latent task-set that
facilitates learning of shape stimulus-action associations in the learning phase (e.g., C1 is
associated with TS1). In the test phase, C3 maps onto the same stimulus-action association as C1
(i.e., C3 is clustered with C1), whereas C4 is assigned to a novel task-set. The model algorithm
utilizes a reinforcement learning framework to learn the task-set parameters, as well as a Dirichlet
process to determine the clustering contexts (i.e., whether a task-set should be transferred to an
existing TS or form a new TS). b) A neural network implementation of the C-TS model, using
two-loop corticostriatal gating. The two loops are nested hierarchically, such that one loop learns
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to gate an abstract task-set (e.g., cluster task-sets that are similar or form new task-sets when
necessary), whereas the other loop learns to gate a motor action response, conditioned on the taskset and perceptual stimulus. The inclusion of both loops accomplishes two important objectives:
1) to constrain motor actions until a task-set is selected, and 2) to allow conflict at the level of taskset selection to delay responding in the motor loop, preventing premature action selection until a
valid task-set is selected. Adapted from Yee & Braver (2020).
In addition to the neural network implementation, it is worth noting that the C-TS model
was more formally analyzed through the higher-level abstract model, that utilized the
reinforcement learning framework, in conjunction with nonparametric Bayesian generative
processes (i.e., the Dirichlet process mixture framework (Blei et al., 2010)). This abstract model
was used to explicitly characterize the algorithm that C-TS employs to create, learn, and cluster
task-set structure, as well as to demonstrate improved performance and generalization when
multiple contextual states are indicative of previously acquired task-sets. Critically, the specific
interactions between neural network model components could be analytically captured in terms of
the dynamics of reinforcement learning regarding the value of task-sets and Bayesian generative
processes governing when new task-sets would be created. For example, in the neural network
model, the tendency to activate (learn) a new PFC state or reuse an existing one was related to the
connectivity structure from context inputs to the PFC, but could also be captured in the more
abstract model in terms of a free parameter (alpha) in the Bayesian generative process that governs
how and when new task-sets are spawned. While the details of the Bayesian implementation of the
C-TS are beyond the scope of the current chapter, a more in-depth explanation is provided in
Collins & Frank (2013); the chapter by Griffiths & Tenenbaum provides a more detailed primer
of Bayesian approaches, as they have been utilized to characterize higher order cognition.
Together, both the neural network and Bayesian/reinforcement learning C-TS models
generate similar predictions about how task-sets are learned and generalized in human behavior,
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and neural evidence has found support for hierarchically structured expectations of transfer and
clustering of task-sets (Collins et al., 2014; Collins & Frank, 2016). Importantly, the C-TS model
demonstrates how and why humans have a bias towards structure learning even when it is costly,
because such learning enables longer-term benefits in generalization and overall flexibility in
novel situations (Collins, 2017). A unique strength of using both neural network and algorithmic
approaches is their joint utility for providing complementary insight into the interaction between
cognitive control and learning processes, formalizing a theoretical account that approximates the
learning and generalization of task-sets, a key component of cognitive control.

3. Conflict Monitoring, Mental Effort, and Surprise: How is the demand for cognitive
control evaluated?
Another important core computational challenge in cognitive control relates to how the
current demand for control is evaluated, and the form by which this evaluative signal is transmitted
to support task goals. In other words, how does the brain determine which situations or task
conditions require the recruitment of additional mental resources (i.e., increasing capacity beyond
what is currently available) to successfully pursue task goals, and what is the necessary relevant
information that underlies this evaluation? It is well appreciated that the recruitment of cognitive
control is costly (Kool & Botvinick, 2014; Westbrook & Braver, 2015), and more recently, some
theoretical frameworks have attempted to formalize how humans optimize the allocation of
‘mental effort’ or ‘cognitive effort’ (both terms are often used interchangeably) to minimize costs
and maximize benefits (Shenhav et al., 2017). Nevertheless, much remains to be understood about
how the intrinsic cost of cognitive control is computed, and computational modeling approaches
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are helpful in providing a mechanistic framework to account for why and how increased cognitive
demand is elicited during cognitive control tasks.
An important prerequisite for building a computational solution is understanding the
experimental conditions that require greater recruitment of cognitive control, and identifying
relevant empirical measures that quantify increased mental effort. A plethora of work has
identified tasks with behavioral measures that demonstrate selective recruitment of cognitive
control (Braver & Ruge, 2006; Ridderinkhof et al., 2004). For example, in the Stroop task,
cognitive control is required to override the prepotent response to read a word in order to perform
the correct task of reading the color ink of the word. In the N-back, cognitive control is required
to respond selectively to N-back matches (e.g., in a 2-back task, a target response should be given
only if the current stimulus matches the one presented two slides ago) rather than based on simple
familiarity. In the stop-signal (or change signal) task, cognitive control is required to cancel an
already initiated behavioral response if a stop signal (or change cue) is presented. In the Erikson
flanker task, cognitive control is required to respond selectively to a centrally presented stimulus
and ignore the flanker stimuli, particularly when these are distracting and incongruent with the
central stimulus. Critically, these tasks contain experimental conditions that reliably increase
cognitive control demands in a transient, trial-by-trial manner (i.e., the cognitive system monitors
ongoing responses and adjusts to the level of cognitive control needed on the current trial).
Likewise, they are indexed by specific behavioral measures that reflect this enhanced cognitive
control demand (e.g., Stroop interference effect, stop-signal reaction time).
Such canonical control tasks consistently co-activate the frontoparietal network (Dixon et
al., 2018; Niendam et al., 2012) which contain dorsolateral prefrontal cortex (dlPFC) and the
dorsomedial PFC (Duverne & Koechlin, 2017; Egner & Hirsch, 2005) – with the latter brain region
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spanning the dorsal anterior cingulate cortex (dACC) and pre-supplementary motor area (preSMA) (Duncan, 2010; Duncan & Owen, 2000). As mentioned previously, the dlPFC is generally
hypothesized to play a primary role in actively maintaining, updating, and learning task-set
representations associated with specific goals, and the associated actions (or behavioral rules)
needed to achieve them. Conversely, the dACC is generally hypothesized to signal when more
control is required and should be implemented by the dlPFC to accomplish these goals. It is
generally accepted that the interaction between these two regions is important for dynamically
adjusting cognitive control (Kouneiher et al., 2009; MacDonald et al., 2000). Many have argued
that the dACC itself serves as an important locus of cognitive control (Holroyd et al., 2004; Kerns,
2004), although much controversy still remains over the computational role of the dACC in terms
of what information is represented, and how it is signaled to dlPFC during the recruitment and
allocation of cognitive control in behavioral tasks.
Over the last few decades, various theoretical accounts have arisen to describe dACC’s
computational role in cognitive control, with postulated functionality including the detection of
error signals (Gehring et al., 1993; Holroyd et al., 2005), reinforcement learning (Holroyd & Coles,
2002), error likelihood (Brown & Braver, 2005; Carter et al., 1998), attention and task preparation
(Aarts & Roelofs, 2011; Luks et al., 2002), volatility (Behrens et al., 2007), surprise (Vassena et
al., 2020), and meta-learning (Khamassi et al., 2015; Modirrousta & Fellows, 2008; Silvetti et al.,
2018). Although there have been attempts to empirically validate and compare various competing
hypotheses of dACC function (Vassena, Holroyd, et al., 2017), there still lacks consensus
regarding the veridical account of the precise information represented within and computed by
dACC that engenders the increased cognitive control allocation necessary for the successful
execution of mentally demanding tasks. In recent years, some theoretical frameworks have
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attempted to reconcile and unify these divergent perspectives in a computationally tractable
manner. The present chapter highlights one classical computational model – the conflict
monitoring hypothesis – as well as two more recent computational models, the Prediction
Response-Outcome (PRO) model and the Expected Value of Control (EVC).

3.1. Conflict Monitoring and Cognitive Control
The conflict monitoring hypothesis of cognitive control posits that the dACC plays a
central role in evaluating current levels of conflict, and this information is passed along to centers
responsible for control (e.g., dlPFC), triggering an adjustment in the strength of their influence in
processing (Botvinick et al., 2001, 2004). In other words, the model specifies the conflict
monitoring system as a unifying mechanistic explanation for how the level of cognitive control is
modulated in response to the detection and prevention of conflict, via simple dACC-dlPFC
feedback loop (sometimes referred to as the conflict-control loop; (Carter & Veen, 2007).The
conflict monitoring model has been implemented as extensions of other neural networks to
highlight how cognitive control demands can be evaluated within the context of various task
contexts, such as underdetermined responding (e.g., verbal fluency tasks), error commission, and
response override conditions, of which the Stroop task is a notable example. To streamline the
discussion and highlight the continuity with the previous models, this present chapter only focuses
on the conflict monitoring account of the Stroop.
In the model simulation of the Stroop task, a single conflict-monitoring unit was added to
the existing model of the Stroop from Cohen and colleagues (1990), described in Section 2.1.
Although there are notably numerous potential implementations of conflict (Berlyne, 1957),
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Botvinick and colleagues adopted the Hopfield energy measure to quantify conflict of information
processing in a recurrent neural network (Hopfield, 1982), which is defined as

(

(

𝐶𝑜𝑛𝑓𝑙𝑖𝑐𝑡 = − 2 2 𝑎' 𝑎! 𝑤'!
')* !)*

Where a indicates unit activity and i and j are indexed over all competing units in the set of interest
(See Rumelhart, Smolensky, et al., 1986) for more detail on related measures). In this model,
conflict arises when a single pair of mutual inhibitory (incompatible units) are both active (when
both are inactive, energy is zero, consistent with the absence of conflict). The particular value of
energy depends on the activation of the two units and is largest when both units are maximally
active and thus strongly in conflict. Crucially, this implementation of conflict does not involve any
additional parameters, thus preserving the zero-parameter nature of the simulations.
In the simulation of the Stroop task, the network includes all the units from the base model:
including input units for display color (ink color) and word identity and a task demand layer, with
units for “color naming” and “word reading,” which serves to bias activation in the model to
modulate response activation. The conflict monitoring unit is the crucial novel addition, and this
unit takes inputs from the response layer, which takes on the activation level equal to the energy
in the current cycle of processing (See Figure 3). Model simulations revealed that activation of the
conflict monitoring unit was higher in incongruent conditions compared to congruent or neutral
conditions, reflecting the occurrence of crosstalk between word and color inputs. Importantly, the
intersection between the two pathways causes conflict between the response units, thus increasing
the activity of the conflict monitoring unit. Thus, cognitive control is implemented through the
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color-naming and word-reading units, as these units will bias information flow throughout the
system in accordance with the task demands.

Figure 3: Neural Network implantation of conflict monitoring in the Stroop task from Botvinick
and colleagues (2001, 2004). The base model (shown in black) reveals word-reading and colornaming pathways converge on a response layer, with a task unit that biases the pathway towards
one pathway or another. If a conflict is detected in the response layer, then the conflict monitoring
unit becomes active and subsequently modulates the activity of the task units.
According to this model, the amount of top-down control allocated (or adjusted) across
trials is based upon the amount of energy (E) from previously experienced conflict, which is
converted into a control value (C), according to the following equation:

𝐶(𝑡 + 1) = 𝜆 𝐶(𝑡) + (1 − 𝜆)(𝛼𝐸(𝑡) + 𝛽)
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Where t indexes trials, and 𝛼 and 𝛽 are scaling parameters. 𝜆 is limited to values between zero and
one, so that the control signal is based upon the exponentially weighted average of conflict over
multiple preceding trials. In other words, the control value is adjusted from its initial state in
proportion to the degree of conflict occurring in the previous trial. Additional simulations validated
that trial-type frequency effects in the Stroop task (i.e., sequential adaptation effects) were linked
to this conflict monitoring mechanism, and the model revealed that a higher frequency of
incongruent stimuli was associated with an augmented control signal, whereas a lower frequency
of incongruent trials was associated with a weaker control signal (thus allowing the word input to
have a stronger impact on processing). Thus, these simulations in tandem suggest conflict
monitoring as a key mechanism driving the evaluation and deployment of cognitive control.
The conflict model also makes clear neural predictions. Specifically, increased interference
between the color-naming and word-reading units increases energy in the conflict-monitoring unit
(i.e., “greater conflict”), suggesting that conflict might serve as an indicator of insufficient control.
In other words, if dACC activation were to reflect conflict detection, then dACC activity during
incongruent trials in the Stroop task should vary inversely with the strength of control. A spate of
human neuroimaging studies has found converging evidence in support of the conflict monitoring
hypothesis (Bench et al., 1993; Carter & Veen, 2007; Ridderinkhof et al., 2004; Sheth et al., 2012;
Veen & Carter, 2002; Yeung et al., 2004). However, studies of patients with dACC lesions and
nonhuman primates have revealed some discrepancies with the hypothesis (Cole et al., 2009;
Yeung, 2013), which may potentially arise from methodological or neuroanatomical differences.
Although these discordant findings perhaps reveal more open questions than answers regarding
the specificity and validity of the conflict monitoring hypothesis, such controversy also engenders
a promising and avenue ripe for future investigation.
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Finally, it is worth mentioning that the original model focused primarily on conflicts in
information processing. In light of this influential framework, others have since hypothesized that
affective conflict (and reward) may also play a central role in modulating cognitive control
(Dreisbach & Fischer, 2012; Steenbergen, 2014). This idea has sparked much debate over whether
conflict signals in dACC might serve as an aversive signal to drive reinforcement learning of
behavioral strategies to minimize cognitive effort (Botvinick, 2007; Dreisbach & Fischer, 2015).
Additionally, it remains to be seen whether response conflict captured by the model or similar
neural mechanisms can characterize other types of conflict (e.g., stimulus conflict, decisionconflict; (Melcher & Gruber, 2009; Milham & Banich, 2005; Roelofs et al., 2006; Venkatraman
et al., 2009)). Even though there remain many open questions regarding the specificity of conflict
monitoring as a selective key mechanism underpinning cognitive control, this model has provided
a significant, influential framework that enables clear testing regarding the neurocomputational
mechanisms of cognitive control. Moreover, the debate over the specificity of the conflict
monitoring mechanism has inspired the development of more recent computational accounts that
aim to encompass more comprehensive mechanisms of dACC function, as described in the next
sections.

3.2. Prediction Response-Outcome: a prediction error model of control
The prediction response-outcome (PRO) model is another influential model that
characterizes mechanisms of evaluation and allocation of cognitive control, but is distinguished
from the conflict monitoring model in that it is strongly influenced by actor-critic models from the
reinforcement learning (RL) literature. Specifically, the PRO contains two key components that
characterize how the dACC (or medial frontal cortex, more broadly) evaluates the likely outcomes
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of actions that are triggered by stimulus input from the environment, even before those actions are
performed (Alexander & Brown, 2011, 2014; Brown, 2013). The first Outcome Representation
component (the ‘actor’) learns to predict the various possible outcomes of a planned action (e.g.,
the expected reward of punishment, or performance feedback), regardless of whether these
outcomes are good or bad (i.e., response-outcome learning). The second Outcome Prediction
component (the ‘critic’) detects discrepancies between actual and predicted outcomes, and this
prediction error signal (i.e., actual outcomes – expected outcomes) is used to update and refine
subsequent outcome predictions. In contrast to typical actor-critic architectures where the critic
trains the actor, the critic in the PRO indirectly influences the actor’s policy by modulating the
learning rate of predictions of response-outcome conjunctions. Moreover, a key aspect of this
model is that it includes a prediction error signal, which can indicate “negative surprise”, or when
an expected outcome does not occur. Interestingly, this form of negative surprise signal can
indicate not only when an expected outcome does not occur, but also when the response is slower
than expected or when the correct action is more ambiguous (e.g., trials associated with high
response conflict).
In terms of implementation, the PRO model is based on standard RL models and
incorporates a temporal difference (TD) learning mechanism (Sutton & Barto, 1998). Specifically,
the ‘Outcome Representation’ component of the PRO model learns the predictions of multiple
possible response-outcome conjunctions using a vector-valued error signal 𝑆' as a function of
incoming task stimuli 𝐷!,% (a vector representing the current task stimuli) and 𝑊 , (a weight matrix
which maintains predictions of response-outcome conjunctions). More explicitly, 𝑆',% represents
an outcome prediction signal that is proportional to the conditional probability of a particular
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response-outcome conjunction, given the current trial conditions as estimated from a particular
stimulus:

,
𝑆',% = 2 𝐷!,% ∗ 𝑊'!,%
!

Here, prediction weights are updated incrementally and determined by the difference between 𝑂',%
(vector of actual response-outcomes conjunctions) and 𝑆',% (vector of predicted response-outcomes
conjunctions), scaled by a neuromodulatory gating signal 𝐺 (1 or 0) and learning rate parameter
𝐴',% . Notably, the learning rate is comprised of a baseline learning rate a normalized by positive
(
and negative surprise (𝜔',%
and 𝜔',%
, respectively).

𝑊 , '!.,%/* = 𝑊'!.,% + 𝐴',% N𝑂',% − 𝑆',% O𝐺% 𝐷!

𝐴',% =

𝛼
1+

N𝜔',%

(
+ 𝜔',%
O

In parallel, the ‘Outcome Prediction’ component of the PRO model learns a complementary
timed prediction of when an outcome is expected to occur (predicted value of current and future
outcomes), and this timed prediction signal 𝑉 peaks at the time of the expected outcome.
Importantly, this signal provides a the key mechanism for detecting not only when expected
outcomes fail to occur, but also for updating outcome predictions 𝑆. In other words, this temporal
difference (TD) prediction error d represents the discrepancy between reward prediction on
successive time steps t and t+1, and the actual level of reward 𝑟' . Here, 𝑟' refers to the response
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and outcome combination observed on the current time step t, and g is the temporal discount factor
(0<g<1; g = .95 in most simulations) that describes how the value of delayed rewards is reduced.
Finally, this generalized TD error specifies of all variables as vector quantities, allowing for
estimation of a vector-valued TD model that learns to predict the likelihood of a given responseoutcome conjunction at a given time.

𝛿',% = 𝑟',% + 𝛾𝑉',%/* − 𝑉',%

Due to the temporal feature of the PRO model, the representation of task-related stimuli
over time is modeled as a tapped delay chain 𝑋 (Montague et al., 1996), meaning that the pattern
of activity across multiple units (indexed by 𝑗) tracks the number model iterations (or “time”)
elapsed since the task-related stimulus was presented. This value prediction signal 𝑉 is
proportional to the tapped delay units (𝑗 corresponsds to the delay unit corresponding to the time
elapsed in onset of stimulus 𝑘) and 𝑈'!. is the learned prediction weight associated with index
outcomes 𝑖, tapped-delay units 𝑗, and stimulus identity 𝑘. While the illustration of these tappeddelay units in Figure 4 is simplified in favor of highlighting the crucial PRO model features, greater
detail of how these tapped delay representations are implemented in the PRO model can be found
in Alexander & Brown (2011).

𝑉',% = 2 𝑋!.,% ∗ 𝑈'!.,%
!,.
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The prediction weights are updated according to a learning rate parameter a that is multiplied by
the prediction error signal and eligibility trace 𝑋W, and 𝑈 is constrained by 𝑈 > 0.

𝑈'!.,%/* = 𝑈'!,% + 𝛼𝛿',% 𝑋W!.
𝑋W!.,%/* = 𝑋W!.,% + 0.95𝑋W!.,%

Figure 4: The Prediction Response-Outcome (PRO) model architecture (adapted from Alexander
and Brown 2015 and Vassena et al. 2017), which generates predictions about response-outcome
conjunctions in proportion to the likelihood of occurrence. The stimuli and feedback are
environmental inputs that modulate the model. The circles inside the box represent units that code
for neural activity. The stimulus representations encode the environmental stimuli, which then
modulate the coding of predicted states (i.e., the mapping between stimuli and predicted
outcomes). The outcome units encode the feedback. Critically, the comparison between prediction
units and outcome units produces an error signal that is used to update the outcome prediction unit.
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The PRO model postulates that separate neural signals within the ACC represent outcome
prediction and prediction error (negative surprise), respectively. In particular, the model suggests
that the prediction signal should reliably increase immediately prior to when the most likely
outcome will occur (i.e., a pre-response anticipatory signal). The negative surprise signal, on the
other hand, will reliably activate after the action that produces an unpredicted outcome has
occurred (i.e., a post-response evaluative signal). Critically, these hypotheses were tested in
simulations of multiple tasks (e.g., change signal task, Erikson-flanker), as well as across different
types of neural data (e.g., fMRI BOLD activity, ERP, monkey single unit neurophysiology). This
validation of the PRO model across such a wide range of neural data demonstrates that it provides
a useful generalizable computational algorithm (i.e., prediction error) by which the dACC can
signal an increased need for cognitive control in demanding tasks.
Recent efforts have been made to extend and the PRO model, with a particular focus on
reward and effort as important modulators of cognitive control (Vassena et al., 2019), as well as
the incorporation of a hierarchy of error representations (Alexander & Brown, 2015). In particular,
Vassena and colleagues (2019) suggested that increased effort allocation on task performance may
be promoted by presenting reward information first, consistent with theories that suggest that
reward incentives adaptively enhance mental effort when individuals can proactively incorporate
expected outcomes when deciding to allocate control (Yee & Braver, 2018). In other words, they
argue that dACC may be involved with the monitoring of motivationally relevant variables (e.g.,
reward, effort) by coding expectations and discrepancies from such expectations (Vassena,
Deraeve, et al., 2017). Consistent with their hypothesis, they recently found evidence for such a
“surprise” signal in the mid-cingulate cortex during a value-based decision-making task under time
pressure, with dACC activity correlating with unsigned feedback prediction error (i.e., both
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positive and negative surprise), consistent with the standard calculations of reinforcement learning
related prediction errors instantiated by the PRO model (Vassena et al., 2020)

3.3. Expected Value of Control: integrating the costs and benefits of control
Another prominent neurocomputational account that features mental effort as a component
of cognitive control demand is the Expected Value of Control (EVC) model (Shenhav et al., 2013).
Though the EVC model has recently gained significant traction as an extension of the original
conflict monitoring model, it is theoretically distinct from prior models as it posits a motivational
account for cognitive control allocation. The central tenet of the EVC model is the characterization
of cognitive control demands in terms of a cost-benefit analysis, in which the expected payoffs of
engaging cognitive control are computed relative to the cognitive effort required for engagement,
in order to determine an optimal policy of cognitive control allocation (Shenhav et al., 2017).
Specially, Shenhav and colleagues (2013) hypothesize that dACC integrates signals relevant to
EVC and specifies such signals to downstream brain regions (e.g., dlPFC) to determine the
intensity of control that would maximize this quantity (Shenhav et al., 2016). In other words,
dACC signals should influence both the specific content of control (e.g., what task should be
performed or what parameters should be adjusted), as well as the balance between controlled and
automatic processing, accounting for the inherent cost of a control signal with a specified intensity.
The explicit incorporation of the intrinsic cost of control is a strength of the EVC model, as such
computations can potentially explain neural evidence demonstrating that dACC tracks aversive
control demands (Fritz & Dreisbach, 2013; Spunt et al., 2012; Vermeylen et al., 2020), preferences
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for performing tasks (McGuire & Botvinick, 2010), the devaluation of rewards in cognitively and
physically effortful tasks (Cavanagh et al., 2014; Chong et al., 2017; Croxson et al., 2009;
Westbrook et al., 2019). Thus, according to EVC, dACC activity during performance monitoring
should predict subsequent adjustments in cognitive control.
Formally, estimates of EVC require two key pieces of information: 1) the current state (i.e.,
current task demands, processing capacity, motivational state), and 2) the value of potential
outcomes that may occur given a potential control signal (i.e., integrating likelihood of occurrence
and anticipated worth). The control signal can be defined as an array variable that contains both
the identity (e.g., task rule) and intensity (e.g., the vigor of response). Determining the expected
value of each control signal requires the integration of both the overall payoff expected from
engaging a given control signal (e.g., accounting for both positive and negative outcomes from
performing the corresponding task) and the intrinsic cost of engaging control itself, the latter of
which scales the intensity of the signal required (See Figure 3).
These two components can be formalized in the following equation, with the expected
value of control variable (EVC) computed as a function of the specific control signal (signal) and
the current situation across environmental conditions and internal factors (e.g., motivational state,
task difficulty). This EVC value is equivalent to the summed value of the probability of receiving
a payoff for outcome O weighted by the expected likelihood of that outcome across all possible
control signals i, subtracting the intrinsic cost of exerting that control signal.

𝐸𝑉𝐶(𝑠𝑖𝑔𝑛𝑎𝑙, 𝑠𝑡𝑎𝑡𝑒) = ^2 Pr(𝑂' |𝑠𝑖𝑔𝑛𝑎𝑙, 𝑠𝑡𝑎𝑡𝑒) ∗ 𝑉𝑎𝑙𝑢𝑒(𝑂' )b − 𝐶𝑜𝑠𝑡(𝑠𝑖𝑔𝑛𝑎𝑙)
'
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The Value of the outcome is defined recursively as follows, with the sum of the immediate
reward Rt taking on either positive or negative values (e.g., monetary gains or losses), and the
maximization of EVC over all feasible control signals i, scaled by a discounted factor g between
zero and 1. Crucially, this discount factor weights the extent to which the value function
incorporates the associated reward of predictable future events.

𝑉𝑎𝑙𝑢𝑒(𝑂) = 𝑅% (𝑂) + 𝛾 ∗ max' [𝐸𝑉𝐶(𝑠𝑖𝑔𝑛𝑎𝑙' , 𝑂' )]

The intrinsic cost of control is presumed to be a monotonic function of control-signal
intensity, which involves the identification of a signal identity and intensity (or a set of these) that
will yield the greatest payoff. According to EVC, the control system accomplishes this by
comparing EVC across candidate control signals and selecting the optimum. Once specified, the
optimal control signal (signal*) is then implemented and maintained by mechanisms responsible
for regulating cognitive control (e.g., active maintenance process and control signals that bias
processing to support task performance). This signal* is maintained until there a change in the
current state indicates the previously specified control signal is no longer optimal, and a new
signal* should be specified.

𝑠𝑖𝑔𝑛𝑎𝑙 ∗ ← max' [𝐸𝑉𝐶(𝑠𝑖𝑔𝑛𝑎𝑙' , 𝑠𝑡𝑎𝑡𝑒)]
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Figure 3: Expected Value of Control (EVC) Model by Shenhav et al. (2013, 2016). a) The EVC
model predicts that shifts in control intensity should be modulated by the presence of task
incentives and task difficulty. The blue curves represent the maximization of the EVC, which
depends on the expected payoffs (green curves) and costs (red curves) for candidate control
signals. According to the model, increases in task incentives modulate the expected payoff curve,
which, when integrated with the cost information, will shift signal intensity that maximizes EVC.
Conversely, increases in task difficulty will reduce the expected payoff for a given control signal
intensity and also shift the EVC-maximizing control signal intensity to reflect the reduction in the
probability of a correct response. b) Schematic of dACC and candidate neural mechanisms
involved in the evaluation, monitoring, and regulation of cognitive control.
Recent work has focused on simulations that validate EVC model’s ability to capture
behavior and neural measures of cognitive control allocation (Frömer et al., 2021; Grahek et al.,
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2020; Lieder et al., 2018; Masís et al., 2021; Musslick et al., 2015, 2019). Specifically, in this work
a normative implementation of the EVC is used to simulate an agent that generates an optimal
control signal based upon an internal representation of the task environment, along with reward or
reinforcement feedback based upon its task performance. Notably, the model can account for a
variety of classic phenomena in cognitive control tasks but also yields new predictions for
experiments involving cognitive control tasks that can be empirically tested. Other work has
focused on further characterizing the extent to which EVC can generate explicit quantitative
predictions regarding how motivational factors influence behavioral and neural measures of
cognitive control allocation, including (but not limited to) individual differences in sensitivity to
motivational incentives and intrinsic costs (Grahek et al., 2020; Leng et al., 2020; Musslick et al.,
2019), the efficacy of exerting cognitive control (Frömer et al., 2021), and the extent to which
dACC encodes the expected value of control (Yee, Crawford, et al., 2021; Yee, Leng, et al., 2021).

4. Unresolved Issues and Future Directions
Although the computational models and algorithms reviewed in this chapter have made
significant inroads towards understanding various mechanisms underpinning the recruitment,
allocation, and deployment of cognitive control, many open questions remain regarding the
computational primitives of cognitive control. That is, what is the nature and representation of
control processes and control signals both in cognition and the brain? Two perspectives have
primarily dominated the landscape, with some arguing for a process-oriented view of cognitive
control and others arguing for a more representational view (Freund et al., 2020; Wood & Grafman,
2003).
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Those who have argued in favor of the representational view of cognitive control have
relied on experimental work supporting the role of PFC in representing abstract task-spaces and
task rules that are generalizable to novel tasks (Collins & Frank, 2016; Rougier et al., 2005).
However, it is less clear the extent to which task-set representations are generated to be specific to
a particular task versus utilized as a more general-purpose mechanism (i.e., can be utilized for
multiple types of tasks) that are flexibly configured based upon the task demands. In particular,
Duncan and colleagues have proposed that a multiple demand (MD) system adaptively
dynamically adjusts neural coding to attended information in the frontoparietal cortex (Duncan,
2010, 2013; Woolgar et al., 2011). In parallel, others have argued that the mixed selectivity of
neurons or voxels is used to rapidly reconfigure task rules and their conjunctions, which serves as
an important mechanism underpinning the flexibility of higher-order cognition (Badre et al., 2021;
Fusi et al., 2016; Rigotti et al., 2013) In other words, they argue that task-relevant dimensions are
encoded in a distributed manner through mixed selectivity neurons, which facilitates a clear
computational advantage for expressing high-dimensional neural representations in complex goaldirected tasks. However, despite growing enthusiasm for this dimensional approach towards task
representation, empirical data is still required to validate these hypotheses.
Conversely, others have focused on developing process-based models that aim to
characterize computational signals or processes that can represent and perform a variety of tasks
(Yang et al., 2019). In particular, neuroscience approaches based on recurrent neural networks
(RNNs) have gained significant traction in providing an understanding of how complex task
representations might develop. For example, one recent effort has demonstrated that RNNs can be
used to identify compositional representations of tasks in state space (e.g., task clusters), a crucial
feature necessary for cognitive flexibility in adapting task rules from one to another (Yang et al.,
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2019). Critically, such an approach abolishes the need for a topographic or systematic
representation of task rules and focuses on a mathematical framework that more closely mirrors
the neurobiology underpinning how multiple cognitive tasks can be learned and represented.
Another future direction relates to more formally incorporating mechanisms by which
different types of neuromodulators interact with and modulate cognitive control. The dopamine
and noradrenaline systems have long been theorized to play a central role in modulating attention
and cognitive control (Aston-Jones & Cohen, 2005; Fröbose & Cools, 2018; Servan-Schreiber et
al., 1990). Recent empirical work has shown that dopamine appears to play a key role in
modulating the value of work or mental effort (Hamid et al., 2016; Westbrook et al., 2020).
Additionally, norepinephrine has been suggested as a learning signal that modulates attention and
attentional control (Dayan & Yu, 2009; Unsworth & Robison, 2017; Yu & Dayan, 2005).
However, formalization of how these neurotransmitters (and others, such as serotonin) modulate
cognitive control is not fully specified. One possibility is that such neurotransmitters may play a
key role in meta-control (Boureau et al., 2015; Eppinger et al., 2021), or serve as meta-parameters
that modulate cognitive control, though much more work is needed in this domain (Doya, 2002; J.
X. Wang et al., 2018). Nevertheless, the modeling of neuromodulators in cognitive control is
considered unchartered territory in this domain and provides a ripe opportunity for future
investigation.
Finally, the present chapter highlights the need for a more rigorous evaluation and
validation of extant models of cognitive control processes. Recent efforts have focused on utilizing
Bayesian approaches as a principled computational framework to characterize cognitive control
(See chapter by Griffiths & Tenenbaum for greater detail on Bayesian modeling approaches), with
a particular focus on the bounded rationality that arises from capacity limitations in the cognitive
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resources that can be allocated for cognitive processes (Lieder et al., 2018; Lieder & Griffiths,
2019; Musslick & Cohen, 2020). A critical premise of this class of resource-rational algorithms is
that the utilization of the mind’s computational architecture incurs a cost, such that a tradeoff must
be optimized between the cost of computational resources against the expected utility of accurately
and effectively utilizing computational resources. Such general-form models that account for the
capacity of cognitive processes may perhaps be a promising avenue for characterizing not only
cognitive control, but also other cognitive systems (Gershman et al., 2010; Momennejad et al.,
2017; Nassar & Frank, 2016; Tervo et al., 2016). Future computational work in this domain should
strive towards exploring and investigating the boundary conditions of such normative approaches
for cognitive control, which may in turn also facilitate a clearer understanding of how cognitive
control interacts with other cognitive and motivational/affective systems to adaptively accomplish
behavioral task goals.

5. Conclusion
This chapter has reviewed key theoretical frameworks and associated computational
models developed by researchers trying to understand the mechanisms of cognitive control. A
broad division is drawn between models addressing the 1) mechanisms by which attention
modulates goal-driven and task-oriented behaviors, including the updating, learning, and
generalizability of task-set structures, and 2) the evaluation of cognitive control necessary for
mental effort and optimized task performance. These models described in this chapter touch upon
essential core mechanisms of cognitive control, which reflect the ability to utilize information to
deliberately act and behave in the service of task goals. Although tremendous progress has been
made over the last thirty years to develop mechanistically precise and normative accounts in this
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domain, many open questions remain regarding the enigmatic functions underpinning cognitive
control function. The use of formal mathematical and computational models will be essential to
further validate or falsify theoretical hypotheses that decompose complex cognitive behaviors into
their most basic, fundamental elements.
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